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CSCD 420-01 FINITE STATE AUTOMATA 

FALL 2005

Class meets: 11-11:50 AM, MTRF, in Room CEB 227 

Extra informal class day for discussion/review/office hour: W 11-11:50 CEB 227

Ray Hamel rhamel@mail.ewu.edu Office 319A CEB, Office Hours M-F 10 AM

Catalog Description: Prerequisites: CSCD 260 or ENGR 260, CSCD 327, Math 225 or 301

A study of sequential machines—their algebraic, structural, and logical properties. 

Future Catalog Prerequisites: CSCD 300 Data Structures and CSCD 310 Discrete Structures, or a senior in a mathematics major (by permission).

PREREQUISITE KNOWLEDGE AND READINESS

(a) Discrete Mathematics—especially set theory and notation, logic, relations and functions, elementary graph theory, theorem proving skills: (i) by direct application of definitions, (ii) by induction and complete induction, (iii) by contradiction and contrapositive reformulation.

(b) Knowledge of computer programming, in any language

(c) Willingness to (i) attend class and concentrate on the content of lectures, (ii) devote hours to studying and reviewing material, (ii) play with problems, solve exercises, and turn in homework.

ASSIGNMENTS, READINGS, EXAMS

There will be numerous homework assignments.

There will be numerous readings made available online.

There will be three one-hour exams.

There will be a final exam (scheduled for 12-2 PM Monday, December 9.)

BACKGROUND, REVIEW, PREPARATION

LOGIC: Logical statements, operators: and, or, xor, implication (if, only if, iff = if and only if = equivalence), not. truth tables. DeMorgan’s Laws (in logic and in sets.)

SETS: membership, set builder notation, union, intersection, set difference, symmetric difference (exclusive or), complement, Venn diagrams, power set, sets of functions, empty set, cardinality.

Quantifiers: ( (“for all”), ( (“there exists”).

Numbers: Z, Z+, N, N+, Q, Q+, R, R+, intervals [0,1], (0,1), [0,1)
Note: N includes zero. 
Primes, Composites, Fundamental Theorem of Arithmetic, GCD, LCM, Euclidean Algorithm.

Square root of 2 is not rational. Square root of n in N is irrational or is an integer.

Power set of S = P(S) = 2S = { f | f: S ( {0,1} }  (some abuse of notation here)

Cartesian Products, Binary Relations, Equivalence Relations (RST), Refinements.

FUNCTIONS: domain, codomain, injection (one-to-one), surjection (onto), bijection, image, preimage = inverse image, preimage function (what’s its codomain?), inverse, restriction, composition. 

Every function creates an equivalence relation on its domain bijective with its image.

PARADOXES

The Liar’s Paradox, Indirect Liar’s Paradox, Epimenides’ Partial Paradox (6th Century BC).

Titus version: “One of themselves, a prophet of their own, hath said, The Cretans are always liars, evil wild beasts, lazy gluttons. This witness is true” Copyright ( 1998 The Wesley Center for Applied Theology. Text may be freely used for  personal or scholarly purposes or mirrored on other web sites, provided this notice is left intact.

Russell’s Paradox (1901), Berry’s Paradox.

CARDINALITY

The cardinality of a set is the number of elements in the set. Thus the cardinality of {a,b,c} is 3, notationally |{a,b,c}| = 3. The “finite” cardinals are 0, 1, 2, 3, …, with 0 being the cardinality of the empty set (.

Definition. A set S is countable iff there is an injection S ( N.
(If S is finite it’s countable, for example if S has five elements, then there is an injection of S onto the subset {0,1,2,3,4} of N and S has the finite countable cardinality 5. Conversely if there is an injection of S onto the subset {0,1,2,3,4} of N then S has the finite countable cardinality 5. Thus |S|=5 iff ( f:S({0,1,2,3,4}, f is 1-1.

An infinite set T might be countable, depending on whether an injection T ( N exists. For example consider all strings starting and ending with “b”, with “a”s permitted between these two b’s. T = {bb, bab, baab, baaab, …}. We can envision the function mapping bb to zero, bab to one, baab to two, … baaaaaaaaaab to 10, … an injection (in this case also a surjection) to N.)

Definition: AB = { f | f:B ( A }.      

Note: motivated by  |AB| = |A||B| where |  | means the cardinality (size) of a set.
N is, by definition, countable (using the identity function.) We write |N|=(0, Aleph zero.

Q is countable. Composition of injections Q( NxN+ ( N, for a/b in Q in lowest terms: 

if a >=0, a/b((2a,b) ( 22a3b,    if a<0, a/b ( (-2a-1,b) (2-2a-13b. 
R is not countable. We say R is uncountable. Prove by Cantor’s diagonal argument.

Since the real line is sometimes called the continuum, we say that c is the cardinality of R. 

Definition: Two sets A and B have the same cardinality iff there is and 1-1 corespondence between them, i.e., if there in a 1-1 and onto function (a bijection) from A to B.

Note: The open unit interval (0,1) also has cardinality c. In symbols this is |(0,1)| = c. 

Not to be confused with the ordered pair (0,1), a point on the xy-plane, for which |{(0,1)}| = 1.

There can be no surjection of a countable set onto an uncountable set.

Nor can there be an injection of an uncountable set into a countable set.

Schroeder-Bernstein Theorem. (1898) Injections A(B and B(A implies bijection exists.

Thus there exists bijections of N with Q derived from n(n/1 and Q(N shown above.

The continuum hypothesis

CARDINALITY AND COMPUTER PROGRAMS

Input to a program is a finite string of characters, converted to a binary string—“a number.”

Output from a program that stops is also “a number.”

(Actually, to make this work, start with an imaginary one-bit for both the input and output. This solves two problems: two “equal” bit strings as numbers 101 and 00101 become the different numbers 1101 and 100101, and an empty input string or output string becomes 1. Thus all data values are in N+, with no two different bit strings being interpreted as the same number.)

We consider all programs that run, perhaps read some input, produce (possibly empty) output, and stop.

Such programs can be considered “machines” that convert input to output.

Such programs can be considered “functions” from N to N.

(At least temporarily we are considering programs that can be given any input, tests that input for validity, outputs a “bad data” message if not valid, before running the rest of the algorithm.) 

The number of functions from N to N is |NN| = c, that is, uncountable.

(In fact, |2N| = c, 1-1 correspondence with (0,1) in binary.)

A program is a written sequence of programming statements, written with symbols from a finite alphabet, converted by a compiler and operating system to a binary string of some finite length—a number. (There may be no upper bound on the permitted length of such a string, but each program is of finite length.) A program is a number in N.

There is an injection of the set of programs into N. Thus the set of programs is countable.

Thus there are functions from N to N that cannot be represented as programs.

That is, there are functions on integers that cannot be computed. (In fact, only countably many can be computed, uncountably many cannot.)

GOALS OF THE COURSE

1. Understand that cardinality arguments imply that some functions cannot be computed.

2. Understand that paradoxes imply limitations to our ability to make certain decisions.

3. Understand and achieve proficiency in manipulating regular expressions, regular languages, finite state machine diagrams, including transformations in both directions of the “six stage diagram.”

4. Understand the Pumping Lemma and know examples of non-regular languages.

5. Understand Turing Machine Theory and achieve proficiency in designing and manipulating Turing machines including a Universal Turing Machine.

6. Understand non-computability problems including the Halting Problem and the Busy Beaver Problem and conclusions drawn.

A non-decreasing function from N to N

(a function f is “non-decreasing” if x<y implies f(x) <= f(y))

What is the smallest number in N you can think of that can be described in standard English in just one syllable? (From now on “described” means in standard English.) 

What is the smallest number in N you can think of not describable in just one syllable?

What is the smallest number in N you can think of not describable in less than three syllables? (From now on a “number” is an element of N.)

What is the smallest number not describable in less than ten syllables?

Let x = “the smallest number not describable in less than twenty syllables”

What is x?

Let S be this “Smallest” function.

Build a Table

       n 
  |   S(n)

1 |   0

2 |   7

3 |   11 (?) 17 (?)

4 |   27 (?), 37 (?) 47, 57, 67, 77, 87 (?)

       10   |



(Homework)

       20   |       



(Homework)

ALPHABETS AND STRINGS

An alphabet is a finite set of symbols. A string from the alphabet is a finite sequence of symbols from the alphabet. A string is sometimes called a word in the alphabet.

Since an alphabet is a symbol set we use the Greek capital letter sigma ( for an alphabet.

For most of this course our alphabets will be small, such as ( = {a, b, c} or ( = {0, 1}.

We will use letters u, v, w for strings, e.g., w = aabbacaca is a string in the alphabet ( = {a, b, c}. This particular string has length nine. We write |w| = 9.

Algebra of Strings and Sets of Strings

We have the usual algebra of sets for sets of strings:  unions, intersections, set differences, and complements. We also have the concept of the concatenation of two strings. If w1 = aabbcab and w2 = bbc then w1w2 = aabbcabbbc. We extend this to sets of strings so that

S1S2 = {w1w2 | w1 ( S1, w2 ( S2}, S2 = SS, S3 = SSS, etc.

{a,b}3 = {aaa, aab, aba, abb, baa, bab, bba, bbb}

{abc, bb}2 = {abcabc, abcbb, bbabc, bbbb}

The empty set of strings is denoted, as usual, by (, whereas the empty string is denoted by (.  For any set of strings S, S0 = {(}, a set of cardinality one. (( has cardinality zero.)

For an alphabet (, (n denotes all strings of length n. (0 = {(}. Element x in (1 is a string.

Kleene Star

There is one more operator in the algebra of sets of strings, the Kleene Star *.

If A is a subset of some alphabet ( then we can think of A both as a set of symbols and a set of strings (words) where each word has length one. Then we have the definition

A* = the union of all of the sets A0, A1, A2, A3, …

A* = all possible strings using the symbols in A. If A is not empty, A* is countably infinite. Each element of A* has finite length, but there is no maximum length.

Language

A language is a set of strings. A language over the alphabet ( is a subset of (*.

(* is the language of all strings in the alphabet (.

The empty language is (, having no strings, whereas {(} is a language with one string.

(* = {(}, {(}* = {(}.

FINITE AUTOMATA

FINITE AUTOMATON = FINITE STATE AUTOMATON = FSA = DFA

(=Deterministic Finite State Automaton = Deterministic Finite State Machine)

Definition. An FSA is a 5-tuple M = (Q, (, (, q0, F) where

1. Q is a finite set of “states”,  ({q0, q1, … qn-1}, for an n-state machine)

2. ( is an alphabet, a finite set of symbols, called the “input symbols,”

3. ( is a (possibly partial) “transition function,” sometimes called the “next-state function” (: (Q x () ( Q,

4. q0  is an element of Q, called the “start state,” and

5. F is the set of “accepting states,” a subset of Q.

The transition function ( sometimes needs some modification in the specification of its domain and codomain.  In general we say that when we are in a certain state qi in Q and we receive an input y from (, then the transition function ( specifies the “next state” so that it makes sense to specify 


(: (Qx() ( Q so that in particular  ( (qi, y) = qj for some j,  0 <= j < n.

However, it is convenient, sometimes, to consider some inputs as being illegal when in a certain state, and so there is no valid “next state” in Q. Thus we could say (: S ( Q, for some subset S of Qx(. That is, ( is a partial function. Or even better, we could add another state, called the “dead state,” and label it q(.  This state is like a black hole; once you enter it, you cannot leave. If y is an illegal input symbol when in a given state, we augment the transition function to send us to the dead state. Q is then replaced in the domain and codomain of ( by Q U {q(}. In this way, ( becomes a total function. We don’t need the dead state for every FSA, but when we do, we still don’t count it when we say we have an n-state machine.

(Note to programmers: Some interactive interpreters and compilers for some programming languages begin processing the source code until a syntax error occurs. Then processing stops (black hole) and the offending line of the source code is displayed with the offending symbol underlined. The programmer then corrects the code, and starts the processing again from the top of the code. This is repeated until there are no syntax errors.)

F is the traditional symbol for the set of accepting states, often called the “final states.” This is misleading, however, because a substring of the input may move us to an accepting state, but the next input symbol may move us to a non-accepting state. We might be in the accepting state only temporarily—nothing final about it.  

Usually, for the FSA to be of any interest, either (a) F is a proper, nonempty, subset of Q or (b) ( is not total, so that the dead state q( is needed. The dead state is never in F.

EXAMPLE

Consider a certain three-state FSA with the alphabet of three symbols: a, b, c. Let ( be given by the “transition table” below. We number the states 0, 1, 2.

	( 
	a
	b
	c

	0
	1
	-
	-

	1
	-
	1
	2

	*2
	-
	-
	-


The row headings are the three states as numbered: 0, 1, 2, representing Q={q0, q1, q2}.

The column headings are the symbols a, b, c  in the input alphabet.

The asterisk in front of the 2 is our way of specifying that state q2 is in F. F ={ q2}.

The numeric entries in the table represent the “next-state” values specified by (.

The short dashes in the table indicate illegal input symbols for the associated states. Instead of a dash we could enter (, for the dead state q(.

We don’t put a line in the table for the dead state q(; if we did it would look like this:

	q(
	-
	-
	-


 Study this 3-state example and you will see that only certain strings of input (or input words) will take us from the start state 0 to the accepting state 2. Can you describe the words that are “accepted” by this FSA?

It should be clear that when in the start state (remember, q0 is always the start state) the symbols b and c are illegal, so that the first symbol must be the symbol a to avoid the dead state. After reading the symbol a the machine is in state 1. Then an input of b keeps it in state 1 but the input c moves it to state 2, the accepting state. Any further input after the c causes the machine to go permanently into the dead state.

Thus the possible input strings that leave the machine in the accepting state are just those strings beginning with an a, followed by zero or more b’s, and completed with a single c. This English language description of these strings can be replaced by an special kind of expression, called a “regular expression,” that in this case looks like




ab*c

This regular expression is shorthand for the (infinite) set of strings (i.e., the language)

L = {ac, abc, abbc, abbbc, abbbbc, …}. This is the language associated with this FSA.

More discussion of regular expressions will be follow later in these notes.

FINITE STATE AUTOMATA and LANGUAGES

Our discussion of the previous example of a three-state machine leads us to several definitions. First we define an extension of the transition function (: (Qx() ( Q to a function (* that uses words as input instead of just individual symbols.

Definition. Extension. Let M = (Q, (, (, q0, F) be an FSA, with (: (Qx() ( Q. Define 

(*: (Qx(*) ( Q by (*(qi, w) = ((…(((( qi ,a1),a2),…,ak), where w= a1,a2…,ak for some k.

In the above definition, ( is applied k times, where k is the length of w. If k=1, then (* is essentially the same as (, if we can think of a single symbol as a word of length 1. A special case occurs when k=0, so that w=(, the empty string. In this case we define   (*(qi, ()= qi.

Definition. Acceptance.  An FSA M accepts a string w iff (*(q0, w) is in F.

Definition. Language of a Machine. The language of a FSA M, denoted L(M), is the set of all strings in (* accepted by M. That is, L(M) = {w ( (* | (*(q0, w) ( F}.

Definition. Graph (Diagram) of a Machine. The (labeled, directed) graph of an FSA M is given by the following rules:

1. The nodes of the graph are labeled by the states of M.

2. There is a directed edge from node qi to node qj iff there exists an x ( ( such that (( qi,x) = qj.

3. An edge from node qi to node qj is labeled with all x ( ( such that (( qi,x) = qj.

4. The starting node q0 is decorated with an arrow point.

5. Nodes are circles; nodes in F are double circles.

Definition. Transition Table.  A transition table for a machine M has 

1. the subscripts of the states as row headings in numerical order, 

2. the elements of ( as column headings in lexicographical order,  

3. the entry in row i and column x as the subscript j of the state computed by ((qi,x) = qj , but if x is an illegal input for qi the entry is a short dash, indicating the dead state,

4. an asterisk in front of each row heading (state) that is an element of F.

Definition. Standard Table.  The Standard Table for a machine M is a transition table for a machine equivalent to M but with the states renumbered so that if 0 < i < j, the first occurrence of 
the entry i (for state qi) is either on an earlier row than the first occurrence of j (for state qj) or both are on the same row, with qi occurring in an earlier column.

The process of determining the standard table by hand is to work with the machine diagram and renumber the states there. Then the standard table can be written down.

Later we will prove the existence of a unique standard table for each “regular” language.

REGULAR LANGUAGES and REGULAR EXPRESSIONS

Definition. Regular Language.  A language L (a subset of (*) is a regular language if it is the language of some FSA. That is, if L = L(M) for some FSA M.

Definition. Regular Expression.  A regular expression in an alphabet ( is a string of symbols from ( and operators (concatenation, +, and Kleene *), and parentheses, built up from the following rules:

1. ( is a regular expression (the empty expression).

2. ( is a regular expression (the empty string expression).

3. x is a regular expression, for any x ( (.

4. E1E2 is a regular expression if both E1 and E2 are regular expressions.

5. E1+E2 is a regular expression if both E1 and E2 are regular expressions.

6. E* is a regular expression if E is a regular expression.

7. (E) is a regular expression if E is a regular expression.

The order of precedence is, from highest to lowest: (), *, concatenation, +.

Definition. The Language of a Regular Expression.  Each regular expression specifies an associated language by the following rules.

1. The empty expression ( specifies the empty language (.

2. The empty string expression ( specifies the empty string language {(}.

3. The expression x specifies the singleton set {x} where the symbol x in ( is interpreted as a string of length 1.

4. E1E2 specifies the concatenation of the languages specified by E1 and E2, respectively.

5. E1+E2 specifies the union of the languages specified by E1 and E2.

6. E* specifies the language obtained when applying the Kleene star operator on the language specified by E.

7. (E) specifies the same language specified by E.

Examples: 1. aabbab,  2.  aa+bb+ab,   3. aa(bb)*ab,   4. (aa+bb)*ab,  5. (aa+bb)* + ab*

Each of these five regular expressions defines a language (a subset of (*). These are

1. {aabbab}

2. {aa, bb, ab}

3.  (aaab, aabbab, aabbbbab, aabbbbbbab, …}

4. {ab, aaab, bbab, aaaaab, aabbab, bbaaab, bbbbab, …}

5. {(, aa, bb, ab, aaaa, aabb, bbaa, bbbb, aaab, bbab, abab, aaaaaa, … }

We will show in this course that the languages specified by regular expressions are precisely the same as languages accepted by FSAs. That is, regular expressions specify regular languages and every regular language can be specified by a regular expression.

NON-DETERMINISTIC FINITE STATE AUTOMATON (NFA)

Definition. An NFA is a 5-tuple M = (Q, (, (, q0, F) where

1. Q is a finite set of “states”,  ({q0, q1, … qn-1}, for an n-state NFA.)

2. ( is an alphabet, (0 = {(}, (1 = set of strings in ( of length 1, (0,1 = (0 ( (1
3. ( is the “transition function,” (: (Q x (0,1) ( P(Q), the power set of Q                       [((qi, () = {qj, qk} represents two  “(-transitions” from state qi to states qj and qk]

4. q0  is an element of Q, called the “start state,” and

5. F is the set of “accepting states,” a subset of Q.

The difference between an NFA and a FSA (DFA) is the transition function (, defined in (3) above. In the definition of (, (0,1 replaces ( in the domain and P(Q) replaces Q as codomain. The language of an NFA are those strings w such that (*( q0, w) contains a state in F.

We like NFAs because given an English language description, or given a regular expression, it is often much easier to determine a state diagram for an NFA than for an FSA. Here’s an example: Consider the language in the alphabet (a, b) consisting of strings that have a substring either beginning with aaa and ending with bbb or beginning with bb and ending with aa. Finding a deterministic machine is pretty complicated. But we can find a regular expression easily. Here it is: (a+b)*(aaa(a+b)*bbb + bb(a+b)*aa)(a+b)*.

It is fairly simple to find an NFA state diagram for this regular expression. This NFA has ten states. We will now demonstrate how to convert this NFA to an FSA  (also called a DFA.) The basic idea is to use the NFA transition table to build a new table, starting with the row for q0 (that we represent as the singleton set of states {0}, or simply 0.) and filling in the row of table entries with the set of states determined by ( for each input from (. One adds new rows headed by each new set of states after they first appear as entries in the table. One applies ( to each element of the row heading, and takes the union of these results as the new row entries for .

	(
	a
	b
	
	From 0
	
	
	
	a
	 
	b
	 

	0
	0,1
	0,2
	
	(
	
	0
	0
	0,1
	a
	0,2
	b

	1
	3
	-
	
	a
	
	1
	0,1
	0,1,3
	aa
	0,2
	(ab=b)

	2
	-
	4
	
	b
	
	2
	0,2
	0,1
	(ba=a)
	0,2,4
	bb

	3
	5
	-
	
	aa
	
	3
	0,1,3
	0,1,3,5
	aaa
	0,2
	(aab=b)

	4
	4,6
	4
	
	bb
	
	4
	0,2,4
	0,1,4,6
	bba
	0,2,4
	(bbb=bb)

	5
	5
	5,7
	
	aaa
	
	5
	0,1,3,5
	0,1,3,5
	(aaaa=aaa)
	0,2,5,7
	aaab

	6
	8
	-
	
	bba
	
	6
	0,1,4,6
	0,1,3,4,6,8
	bbaa
	0,2,4
	(bbab=bb)

	7
	-
	9
	
	aaab
	
	7
	0,2,5,7
	0,1,5
	aaaba
	0,2,4,5,7,9
	aaabb

	*8
	8
	8
	
	bbaa
	*
	8
	0,1,3,4,6,8
	0,1,3,4,5,6,8
	bbaaa
	0,2,4,8
	bbaab

	9
	-
	8
	
	aaaba
	
	9
	0,1,5
	0,1,3,5
	(aaa)
	0,2,5,7
	(aaab)

	
	NFA is
	above
	
	aaabb
	
	10
	0,2,4,5,7,9
	0,1,4,5,6
	aaabba
	0,2,4,5,7,8,9
	aaabbb

	
	
	
	
	bbaaa
	*
	11
	0,1,3,4,5,6,8
	0,1,3,4,5,6,8
	(bbaaa)
	0,2,4,5,7,8
	bbaaab

	
	FSA is 
	at right
	
	bbaab
	*
	12
	0,2,4,8
	0,1,4,6,8
	bbaaba
	0,2,4,8
	(bbaab)

	
	
	
	
	aaabba
	
	13
	0,1,4,5,6
	0,1,3,4,5,6,8
	(bbaaa)
	0,2,4,5,7
	aaabbab

	
	
	
	
	aaabbb
	*
	14
	0,2,4,5,7,8,9
	0,1,4,5,6,8
	aaabbba
	0,2,4,5,7,8,9
	(aaabb)

	
	
	
	
	bbaaab
	*
	15
	0,2,4,5,7,8
	0,1,4,5,6,8
	(aaabbba)
	0,2,4,5,7,8,9
	(aaabb)

	
	
	
	
	bbaaba
	*
	16
	0,1,4,6,8
	0,1,3,4,6,8
	(bbaa)
	0,2,4,8
	(bbaab)

	
	
	
	
	aaabbab
	
	17
	0,2,4,5,7
	0,1,4,5,6
	(aaabba)
	0,2,4,5,7,9
	(aaabb)

	
	
	
	
	aaabbba
	*
	18
	0,1,4,5,6,8
	0,1,3,4,5,6,8
	(bbaaa)
	0,2,4,5,7,8
	(bbaaab)


We have just converted a 10-state NFA to a 19-state DFA. The terminal states of the NFA are just those containing a terminal state from the NFA (in this case, just state 8.) There are seven such terminal states in our DFA. It will turn out, using a minimizing algorithm covered later, that all of these seven states are equivalent and can be replaced by just one terminal state. Also states 5 and 9 of the DFA are equivalent. So we can actually reduce this to a minimized 12-state DFA, with standard table as shown below.

	9=5
	10-->9
	
	From  0
	 
	
	a
	b
	to aaabbb
	to bbaa

	11=8
	13-->10
	
	
	 
	0
	1
	2
	aaabbb
	bbaa

	12=8
	17-->11
	
	a
	 
	1
	3
	2
	aabbb
	bbaa

	14=8
	
	
	b
	 
	2
	1
	4
	aaabbb
	baa

	15=8
	
	
	aa
	 
	3
	5
	2
	abbb
	bbaa

	16=8
	
	
	bb
	 
	4
	6
	4
	aaabbb
	aa

	18=8
	
	
	aaa
	 
	5
	5
	7
	bbb
	bbaa

	
	
	
	bba
	 
	6
	8
	4
	aabbb
	a

	
	
	
	aaab
	 
	7
	5
	9
	bb
	baa

	
	
	
	bbaa
	*
	8
	8
	8
	 
	 

	
	
	
	aaabb
	 
	9
	10
	8
	b
	aa

	
	
	
	aaabba
	 
	10
	8
	11
	bbb
	a

	
	
	
	aaabbab
	 
	11
	10
	9
	bb
	aa


Next on our agenda we want to show how any regular expression can be represented as a NFA, (and thus as a DFA, by using the algorithm above.)

Given a regular expression we will build a diagram for an equivalent NFA by putting together components from smaller machines. We will standardize these components by requiring that they satisfy certain rules.

 MODULAR NON-DETERMINISTIC FINITE STATE AUTOMATON (MNFA)

Definition. A MNFA (Q, (, (, s, f) is an NFA (Q, (, (, q0, F) such that

1. s = q0, the start state,

2. s is not in ((Q x (0,1), the image of (. That is, there are no transitions to s.

3. |F| = 1; f is in F; F = {f}; f is the only accepting state.

4. s ( f.

MODULARIZING A NON-DETERMINISTIC FINITE STATE AUTOMATON

If M is an NFA for a non-empty language we can convert M to an MNFA M’ as follows:

i. Let s = q0. But if M doesn’t satisfy rule (2) above, create a new state s and a (-transition from s to q0. Renumber the states starting with s = q0.

ii. If M doesn’t satisfy both rules (3) and (4), create a new state f and (-transitions from each accepting state of M to f. Then make f the only accepting state of M’.

On page 8 of these notes, we listed seven rules for building regular expressions. Now we will show how, for each of the rules 1-6, we can represent the resulting expression as an MNFA that accepts the same language as the expression. Rule 7 is trivial.

1. The empty expression (, specifying the empty language (, can be represented as an MNFA with two distinct states s and f, having all transitions empty, that is, for all x in (0,1, ((s, x) = ((f, x) = (. Thus state f is “unreachable.” 

2. The empty string expression (, specifying the empty string language {(}, can be represented as an MNFA with two states s and f, having only one nonempty transition image, namely ((s, () = f. 

Then ((s, y) = ((f, y) = ((f, () = (, for all y in (1.

3. The symbol x in (, as a regular expression, specifying the string x in (1, and the singleton set language {x}, can be represented as an MNFA with two states s and f, having only one nonempty transition, namely ((s, x) = {f}. 

We have ((s, y) = ((f, y) = ((f, x) = (, for all y in (0,1, y ( x.

4. E1E2, the concatenation of two regular expressions having associated MNFAs M1 = (Q1, (0,1, (1, s1, f1) and M2 = (Q2, (0,1, (2, s2, f2), with Q1 and Q2 disjoint, can be represented as an MNFA M = (Q, (0,1, (, s, f) by 

a.   combining the accepting state f1 of M1 and the start state s2 of M2 into one non-accepting state r, 

b. changing all transition images (1(q, x) from M1 that contain f1 by replacing f1 with r, and

c. defining ((r, x) = (1(f1, x) ( (2(s2, x), for all x in (0,1,

d. defining Q = Q1(Q2 ({r}–{f1, s2} and  defining ((q, x) = (1(q, x) if q is in Q1– {f1} (renaming f1 to r in image sets), and defining ((q, x) = (2(q, x) if q is in Q2–{f}, and

e. setting s = s1 as the start state and f = f2 as the accepting state.

5. Let E1+E2, be a regular expression built from expressions E1 and E2 having MNFAs M1 = (Q1, (0,1, (1, s1, f1) and M2 = (Q2, (0,1, (2, s2, f2), with Q1 and Q2 disjoint. Then E1+E2 can be represented as an MNFA M = (Q, (0,1, (, s, f) by

a.   combining the two starting states s1 and s2 into one state s and defining ((s, x) = ((s1, x) ( ((s2, x), for all x in (0,1 and

b. creating a new state f with (-transitions from accepting states f1 and f2 of M1 and M2, so that

((f1, ()=(1(f1, ()({f} and ((f1, ()=(1(f1, ()({f},
c. defining Q = Q1(Q2 ({s, f} – {s1, s2} and  defining ((q, x) = (i(q, x) if q is in Qi – {si}, except for the special cases handled in step (b), 

d. making f1 and f2 non-accepting, and

e. setting s as the start state and f as the accepting state.

6.  Let E* be a regular expression built using the Kleene star function on the expression E, where E has associated MNFA M = (Q, (0,1, (, s, f). Then E* can be represented as an MNFA M* = (Q({ snew}, (0,1, (new, snew, f) by

a. creating a new state snew and defining (new(snew, () = {s} as the only non-empty transition from snew,

b. letting (new(s, () = ((s, ()({f} and (new(f, () = ((f, ()({s}, and

c. otherwise letting (new(q, x) = ((q, x) for all q in Q and x in (0,1.

Warning: The concatenation construction may be invalid if the second machine is not an MNFA. Make sure you have MNFAs before applying these techniques.

Exercise: Show that MNFA constructions yield (* = {(}, and (* = (.

Exercise: Show that the MNFA constructions yield E( = (E = E and E( = (E = (.

KLEENE’S THEOREM

The MNFA constructions (page 11) taken together demonstrate that for every regular expression E there is an NFA (actually an MNFA, call it M1) such that the languages L(E) and L(M1) are equal. [A formal proof would proceed by letting w be in L(E) and showing that then w would be in L(M1) and conversely showing a word in L(M1) would have to be in L(E).]

We also know (page 9) that every NFA M1 can be converted to an equivalent FSA M2, so that L(E) = L(M1) = L(M2). Regular languages were defined as just those languages recognized by NFAs. So we have shown that regular expressions specify regular languages. This is one-half of the famous Kleene Theorem stating that regular expressions and FSAs specify the same class of languages.

The other half of Kleene’s Theorem states that for every FSA M (or NFA for that matter) there is a regular expression E such that L(E) = L(M). We will next show how one can construct such a regular expression from a finite state machine.

We need to introduce a new way to diagram finite state machines, by labeling arcs with regular expressions instead of just symbols. Back on page 7 we introduced the concept of the extension of the transition function ( to (* as a step in defining what it means for a machine to accept a string; this in turn was used to define the language of a machine. This leads naturally to the idea that, for example, if a string abc moves us from state 0 to state 7, then we could draw an arc on the state diagram from node 0 to node 7 and label this new arc with abc. If we could also get from state 0 to state 7 with the string abab, then we could label the arc as abc+abab, a regular expression. If arcs and labels were generated carefully in this way for all paths going through (non-accepting) state 1, then it seems like we could remove state 1, and the redundant arcs to and from it, without losing information defining the language of the machine. Eventually we could remove all states except the start state and the accepting states and read the regular expressions generated in the process. But to simplify things from the onset, let’s transform diagrams into a MNFA diagrams first, with only one final state f, and no arcs leading into the start state s.

STATE ELIMATION ALGORITHM

(for finding a regular expression for the language of a machine)

Given: An FSA or NFA.

Find: A regular expression for the language of the machine.

Step 1: Build an MNFA M = (Q, (, (, s, f), equivalent to the given machine. 

Let Q = {s= q0, q1, q2,…, qn-2, f=qn-1}. Consider a state diagram for M, with arcs. An arc from state qa to qb is denoted by (qa, qb). Each arc is labeled with one or more symbols, separated by commas. A symbol x is on an arc (qa, qb), iff qb is in (( qa, x). Recall: No arc terminates on s, and F = {f}.

Step 2: For arcs labeled with more than one symbol, replace commas with plus signs, converting the list into a regular expression. Let E(qa, qb) be the expression on the arc from qa, to qb. If there is no arc, let E(qa, qb) = (, since {x | qb is in (( qa, x)} = (.

Step 3: Elimination of Nodes. For each (interior) node qi, i=1,…,n-2, (but not s and not f) do the following:

a. For each pair of nodes (qa, qb) with qa, qb in {s, qi+1, qi+2,…, qn-2, f}, replace E(qa, qb)  with E(qa, qb) + E(qa, qi)(E(qi, qi))* E(qi, qb). [Note that if either 

E(qa, qi) or E(qi, qb) = (, then E(qa, qb) won’t change. Also, if E(qi, qi) = (, we will have (*=(, and the new expression reduces to E(qa, qb) + E(qa, qi)E(qi, qb).] You may simplify each expression as you create it if you wish.

b. Eliminate node qi and all arcs (qa, qi) and (qi, qb).

Step 4: After eliminating all interior nodes we are left with two arcs, namely (s, f) and 

(f, f). The regular expression for the language of M is then E(s, f)(E(f, f))*. 

STATE MINIMALIZATION ALGORITHM (for finding a minimal FSA)

Given: An FSA (DFA) M = (Q, (, (, q0, F).

Find: An equivalent FSA with the least possible number of states.

Recall that the language of a machine is the set {w ( (* | (*(q0, w) ( F}. We can expand on this by defining the language L(qa) of a given state qa in Q as 

L(qa) = {w ( (* | (*(qa, w) ( F}.

Then we define two states qa, qb to be equivalent iff L(qa) = L(qb). This gives an equivalence relation on Q. It’s evident that each equivalent class of states could be reduce into one state, yielding a minimal machine. Here’s how to do it.

Step 1. Partition Q into two classes. {Q-F, F}. Draw these as two circles surrounding each class.

Step 2. Refinement.  For each class in the partition:

a. Determine for each state q in the class, and each symbol x in (, the class C containing ((q, x). If the class C does not contain q, draw a labeled arc from the state q to the class C.

b. Group together those states that have exactly the same arc destinations for all symbols x in (. These groups create a refinement of this class. The new groups partition this class into subclasses that become classes of the refinement. 

Step 3. Repeat Step 2 until there is no change in the classes.

Step 4. Now all states in each partition class behave exactly the same for all inputs, with respect to their image classes under (. So now draw the labeled arcs from one class to another (or to itself) reflecting the behavior of (. Each class becomes a state of the minimized machine. The start state is the class that contains the original start state q0, and the accepting states are those classes containing states from F.

Step 5. Redraw this minimal machine diagram, numbering the states in standard order.

Step 6. Draw the standard table.

THOUGHTS ON PUMPING LENGTHS

For every regular language L there is a pumping length p such that for any string w in L of length at least p, there are substrings x, y, and z such that w = xyz, |y|>0, |xy|<=p, and xykz is in L for all k in N (Including k = 0, so that xz is in L.)

It follows that every regular language has a least pumping length.

Find the least pumping length of the language given by each of the regular expressions:

1. (a+b)*(aabbb + bbbaaa)(a+b)*  (the language of all strings in {a, b}* containing the substring aabbb or bbbaaa.)

2. (a+b)*(aabbb + bbbaaa)(a+b)

3. (a+b)(aabbb + bbbaaa)(a+b)*

4. (a+b)(aabbb + bbbaaa)(a+b)

For each of these four languages, find a string w having the least pumping length, and identify the substrings xyz satisfying the conditions of the Pumping Lemma.

PROVING THAT A GIVEN LANGUAGE IS NOT REGULAR BY USING THE PUMPING LEMMA AS THE MAJOR TOOL.

This is a template for this method.

Theorem. Let L = {                                                           }. Then L is not regular.

Proof. By contradiction.

1. Assume L is regular. Then L has a pumping length p.

2. (Use some ingenuity here.) Let w = ___________________________________. (Your choice of w should include the length p, somehow.) Clearly w is in L.

3. For this w, by the Pumping Lemma, we have substrings x, y, z, with w=xyz, |y|>0, |xy|<=p, and, for each value of k, k=0, 1, 2, …, xykz is also in L. In particular xz is in L, and so are xy2z and xy3z.

4. From the way we defined w, we have _____ possible cases for the form of y.

Case A. y consists of ___________________, that is y = _____________________ 

Then the string (choose one: xz, xy2z, xy3z) = __________________, not in L.

Case B. y consists of ___________________, that is y = _____________________ 

Then the string (choose one: xz, xy2z, xy3z) = __________________ not in L.

Thus in all cases we have a contradiction. Hence L is not regular. QED.

Examples. 

I. L = {ss | s is in {0,1}*}, (2) w = 0p10p1, so that w = ss, where s = 0p1,          (4) 1 case, y is all zeros y=0j, j>=1. Then the string xz = 0p-j10p1 is not in L.

II. L = {0i1j | i>j}, (2) w = 0p1p-1, (4) 1 case, y must be all zeros, y=0j, j>=1.                   Then the string xz = 0p-j1p-1 is not in L, since p-j cannot be greater than p-1.

III. L = {w | w is in {0, 1}*, and w is a palindrome.}, (2) w = 0p110p, (4) 1 case, all zeros, y=0j, j>=1. Then xz = 0p-j110p, not a palindrome, so not in L.

ANOTHER METHOD.

Proof. Let L1 = __________________ and L2 = ________________________.  Since we know L1 is regular and L2 is not regular, and since L2 = L (  L1, we can conclude that L is not regular, by the closure property of regular languages under intersection. [Alternatively, use union, complement, or concatenation closure rules.]

Example: L = {w in {a, b}* | #a’s=#b’s}, L1 = {ajbk | j,k >= 0}, L2 = {anbn | n>=0}.

